Fast Sampling of Dynamic 360° Environment
Maps Using Video Codec Metadata

HPG 2026 Posters ACM, New York, NY, USA

HIGH-PERFORMANCE GRAPHICS

Jose Aguerre Evercast,USA jose.aguerre@evercast.com

FIGURE 1 — COMPARISON OF SAMPLING METHODS

Comparison at matched render budget: (a) our codec-tree sampler, (b) random, (c) full 2D CDF, (d) mipmap CDF, (e) ground truth. Our method keeps sharper highlights than mipmap CDF while
requiring fewer search steps than full 2D CDF.
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We introduce a fast importance sampler for dynamic 360° environment maps that reuses
the spatial partition trees produced by modern video codecs (HEVC/AV1/VP9) to build a
hierarchical sampling distribution directly in the compressed domain. Block luminance
statistics are attached to existing coding-tree nodes, driving lightweight tree traversal and
avoiding any full-resolution luminance integration pass — enabling real-time video-driven
IBL with stable quality across frames.

( FIG.1-D )
FIGURE 3 — RENDER RESULTS

Damaged Helmet under dynamic environment lighting; each frame includes its driving map inset.

Standard 2D CDF methods require expensive full-resolution preprocessing and search-
heavy inversion on every frame, scaling poorly beyond 1080p. Prior hierarchical samplers
improve coherence but are still constructed from fully decoded pixel buffers [2,3]. The key
insight is that codec rate-distortion optimisers already partition each frame into variable-
size blocks that concentrate bits where luminance variance is highest — a ready-made,
variance-adaptive hierarchy. By reusing this metadata directly [4], our method reduces per-
frame cost while preserving key lighting detail [1].

FIGURE 2 — EXAMPLE OF VP9 MACROBLOCK PARTITION

VP9 macroblock partition and derived sampling hierarchy: (a) 360° HDRI map with
variance-driven coding tree, (b) Sample tree from one CTU (Q: quad, L: leaf, V: vertical,
H: horizontal.)

(Q)
FIG. 2-A aé‘a\e (FIG.2-B )
Bate
L 0‘0 G‘@

METHOD

Wi We evaluate on three dynamic sequences (Outdoor, Indoor, Colorful) spanning a range of
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Let L(w) be environment luminance and p(w) the
sampling PDF. We target p(w) « L(w) using codec
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leaves as piecewise-constant regions. For region i:

Leaf weights come from area and block-average luminance; internal nodes store child
sums. A bottom-up pass computes weights; a top-down pass assigns normalized CDF
intervals. Sampling traverses the tree with one uniform variable &1, then samples uniformly
inside the chosen leaf with £2.

function SAMPLE(node, &1, &)
while node is not leaf do
for all child € node.children do
if &1 < child.cdf then
node < child

break
return RandomSample(node.region, &)

. function BUILD(node) I
if node is leaf then 2

node.weight < area(node) - avgLum(node) 3

return node.weight 4
node.weight < 0 >
for all c € node.children do 0
node.weight <— node.weight + BUILD(c) !

return node.weight

. function AssiIGNCDF(node, o, s)

c+ 0

for all child € node.children do
P Codewagit € ¢ C TP
child.cdf <+ o+ s-c

AssiGNCDF(child, o + s(c — p), s - p)
. BuiLpD(root), AssiIGNCDF(root, 0, 1)

Complexity scales with the number of
blocks rather than pixels. Tree depth is
typically 6-8levels (3-4 built by our
method, 3-4 pre-existingin codec
metadata). Traversal cost is O(depth),
yielding fewer iterations and improved
coherence.

coloured stage lighting. Each sequence is tested at 1080p and 4K against four baselines:
random sampling, full 2D CDF, and mipmapped CDF at 4x and 16x downscale factors. All
methods use 32 light samples/pixel; quality is reported as PSNR against a high-sample-
count ground truth, and cost as mean tree traversal iterations per sample.
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Table 1. Full 2D CDF gives highest PSNR but highest traversal cost. Mipmapping lowers
cost with visible quality loss. Our method consistently improves over mipmapped CDF in
both iterations and PSNR, offering a better speed/quality trade-off for dynamic lighting.

CONCLUSION

Codec-aware hierarchical sampling preserves high-frequency lighting while avoiding full-
resolution CDF storage. By reusing existing codec structure, the method reduces
preprocessing and traversal overhead and is suitable for real-time video-driven IBL. Future
work: temporal reuse and tighter decoder/GPU integration.
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