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How can we integrate U-Nets into our own renderer?

A Offline | Runtime

: b ONNX
NVIDIA. : %*Eiv RUNTIME

OPylorch | e H

€ ONNX ]—>[DNN Compiler ]§—>[DNN Runtime ]<=>[ Renderer ]

-
«optionaly




How can we integrate U-Nets into our own renderer?

Offline Runtime

-o PyTorch :
€ ONNX ]—>[DNN Compiler ]—>[DNN Runtime ]<=>[ Renderer ]
«optionaly \

Opaque to the renderer



How can we integrate U-Nets into our own renderer?

Offline Runtime Device Synchronization?

-o PyTorch
€ ONNX ]—>[DNN Compiler ];—>[DNN Runtime ]44[ Renderer ]
«optionaly

Opaque to the renderer



How can we integrate U-Nets into our own renderer?

Offline Runtime Device Synchronization?

-o PyTorch
€ ONNX ]—>[DNN Compiler ];—>[DNN Runtime ]44[ Renderer ]
«optionaly /

Large debendency
Opaque to the renderer



How can we integrate U-Nets into our own renderer?

Offline Runtime Device Synchronization?

O PyTorch

«optionaly

€) ONNX ]—{DNN Compiler JE—{DNN Runtime ]44[ Renderer ]

: Suboptimal Performance
Large dependency

Opaque to the renderer

Dispatch-Schedule: (TensorRT) convolution
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Well, why not just write it ourself?

+ Use native memory allocator (Vulkan

-+ Native synchronization primitives, or
none at all!

+ No extra dependencies! Render U-Net  Post

+ Potentially faster! H:I]]]H]D:I:I:I:IID

= Runs like any other compute work!
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Compiler: Input

ONNX
NV U-Net represented as a computational graph:

concat

Edges are logical operations.

<

Nodes are tensor values.

onv

70

® Only inputs and outputs have a fixed memory layout

e Contains edges with more than one source node — Hypergraph.
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Compiler: Output

® List of SPIR-V binaries & metadata.

e Sequential Execution = Inference.

Pathtracer-Output

Post-Input

execute



Compiler: Search Space
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Compiler: Search Space

Search Space

/

concat What Physical Layouts?
@ Which Compute Shaders?
@ What goes into a dispatch?

conv
m@ Kernel Hyperparameters?
relu

[é@ Hard Global Optimization Problem!
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Construction: Memory Layout

e Duplicate each tensor for each
valid layout (e.g. HWC, CHW).
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Construction: Compute Dispatches

Each compute shader template defines:

(i) Set of all valid parameterizations X.

(ii) Capabilities as a graph pattern: concat

Example for a conv compute shader: [6@ [é@
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Construction: Compute Dispatches

Each compute shader template defines:

(i) Set of all valid parameterizations X.
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Construction: Compute Dispatches

Each compute shader template defines:

e
@)
=)
@)

(i) Set of all valid parameterizations .

(ii) Capabilities as a graph pattern: concat
Example for a conv compute shader:

foreach match
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Construction: Compute Dispatches

Each compute shader template defines:
(i) Set of all valid parameterizations X.
(ii) Capabilities as a graph pattern:
Example for a conv compute shader:

Lo

conv

(¥

activation

Lo

concat

cony —

relu

@9 Fused dlspatches
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Construction: Compute Dispatches

Each compute shader template defines:
(i) Set of all valid parameterizations X.
(ii) Capabilities as a graph pattern:
Example for a conv compute shader:

¥

conv

(5
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Search Space

Subgraph connecting inputs and outputs represents a choice in:
(i) Memory Layout
(i) Compute Shader
(i) Fusion
(iv) Shader Parameters
= One element of the search spacel!

@5@ Search Space < All Subgraphs
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Search Space

¢

G

Which implementation is best ?
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Search Space

0.4ms

0.6ms

Which implementation is best ?
1. Benchmark each edge (i.e. dispatch) on the GPU.
2. Use measured latency as a cost function.
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Search Space

Which implementation is best ?
1. Benchmark each edge (i.e. dispatch) on the GPU.
2. Use measured latency as a cost function.

4k 3. Minimum-Latency-Subgraph < Fastest implementation.
. ms
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Search Space

0.65ms

%

Which implementation is best ?
1. Benchmark each edge (i.e. dispatch) on the GPU.
2. Use measured latency as a cost function.

3. Minimum-Latency-Subgraph < Fastest implementation.

Assumes that inference latency is just the sum of dispatch latencies!
— lIgnores caching effects

— Difference is often neglibable
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Overview: Compiler Passes

Input Model
concat
(5
conv
07

relu

(€7

Minimum-Latency-Subgraph

0.65ms
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Problem: Too large to benchmark on a device

Input Model Search Space Minimum-Latency-Subgraph

concat

®
G

conv

@
Iu
G

0.65ms
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Reduced Search Space

Remove edges (i.e. dispatches),
which are unlikely to be competitive.

(i) Unfused edges, iff. fused alternatives exist.

(ii) Instead of all valid parameterizations ¥,
only consider subset of valid
parameterizations

(Selected from offline benchmarks).
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Overview: Compiler Passes

Input Model

T

Search Space

Reduced Search Space Minimum-Latency-Subgraph
5347 edges
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Results: Dispatch-Schedule
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Evaluation
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How to integrate into your own codebase

github.com/kistenklaus/denox

Source code and latest release available on github:
1. Export pytorch model as ONNX.

2. Compile to dnx:

denox compile net.onnx -o net.dnx \
--format input=hwc output=hwc

3. Read DNX at runtime or integrate
into engines native asset pipeline.

N

Checkout github.com /kistenklaus/vkdt-denox as a example!

.
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https://github.com/kistenklaus/vkdt-denox
https://github.com/kistenklaus/denox

Conclusion

Domain-specific DNN compiler.

® Renderer-native integration.

e Unified Search, with practical compile-times.

® 1.5x faster than TensorRT.

Check it out yourself!
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Complete Dispatch-Schedule

HWC[3]

HWC[3]

CHWC8[32]

CHWC8[32]

CHWC8 [48]

CHWC8 [64]

CHWC8 [80]

HWC [96]

{CHWC8[96] ,CHWC8[64]1}
CHWC8[112]
{CHWC8[112] ,CHWC8[48]}
HWC [96]

{HWC[96] ,CHWC8[32]}
CHWC8 [64]

{CHWC8[64] ,HWC[3]}
CHWC8 [64]

CHWC8[32]

HWC[3]

memory-pad:

iconv-cm

icom
iconv-cm+max-pool---—
iconv-cm+max-pool-
iconv-cm+max-pool-
iconv-cm+max-pool----

cm:

iconv-cm

iconv-cm

iconv-cm

memory-slici

HWC[3]
CHWC8[32]
CHWC8[32]
CHWC8[48]
CHWC8 [64]
CHWC8 [80]
HWC[96]
CHWC8 [96]
CHWC8[112]
CHWC8[112]
HWC[96]
HWC [96]
CHWC8 [64]
CHWC8 [64]
CHWC8[64]
CHWC8[32]
HWC[3]
HWC[3]

Total time :

NOOHrHROOOOOOOOOOOOOO

.056ms
.313ms

654ms

.216ms
.104ms

046ms

.023ms
.026ms

150ms

.108ms
.44Tms
.298ms
.914ms
.499ms
.894ms

569ms

.459ms
.048ms

825ms
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