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Abstract

The graphics pipeline has evolved over the last 45 years from simple
fixed function hardware into a much more flexible, partially
programmable pipeline.

This talk will review some of the major changes over time focusing
on Silicon Graphics and NVIDIA and also present some ideas for the

Sfuture.

I will also inject some personal anecdotes.
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1. The traditional fixed-function graphics pipeline
- Silicon Graphics




Silicon Graphics was founded in Nov. 1981 by Jim Clark and seven graduate students/staff.

Jim Clark designed the first Geometry Engine [1]: a specialized floating-point processor for graphics
processing. It contained a four-component vector function unit and ran at 10MHz.

10-12 of these chips in series comprised a Geometry System pipeline.
Matrix Subsystem: 4 Geometry Engines
Clipping Subsystem: 4-6 Geometry Engines (x,y,z)
Scaling Subsystem: 2 Geometry Engines

Custom hardware was used for rasterization, and the pixels were processed by AMD 2903 bitslice
processors.

Using this Geometry Engine, they designed the IRIS 1000, 2000, and 3000 series of terminals/
workstations from 1983-1986.

Interestingly, the pixel processor was more programmable than the geometry pipeline. As far as | know,
this was never exploited. Probably because there was insufficient flexibility in the upstream hardware, as
well as any reasons to do extra work.




Silicon Graphics Geometry Engine chip “Rev 2" (1983) [MRH,JHC,RAJ,LIN]

| managed to get this die some years ago.
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Silicon Graphics created the IrisGL library, which later evolved into OpenGL (1992).
Purpose was to expose the hardware capabilities of the graphic pipeline.




In 1987, the 4D series started shipping in G/GT/GTX configurations [2].

The geometry engines were replaced by 5 Weitek 3332 processors in series. Using the
original chips would have required dozens.

The pixel bitslice processor was replaced by a custom image processor (IMP).

The geometry engine was now the more programmable processor. Since the rest of the
pipe was fixed-function, miscellaneous code started to accumulate in the geometry
engines. It was the last flexible stop in the pipe.

The swamp was beginning to fill up...




Silicon Graphics once allowed an important customer to write custom code for the
geometry engine.

It was a disaster. The code was not maintained and continually tested, so it rotted.

The companies supplying these floating-point processors did not stay long in the
business, so there was no forward compatibility path.

As a result, Silicon Graphics used a new geometry engine design every generation, and it
was difficult to port to a new architecture.

Silicon Graphics stopped trying to export programmability.




| joined Silicon Graphics summer 1989.

| worked in the Advanced Systems/Graphics Division. My most interesting work was writing code for
the Reality Engine and Infinite Reality geometry engines. | also helped with the instruction set for the
GE11 chip, and worked on the next-generation Bali.

Kurt John

Advanced Systems Division, Feb. 1990.




The VGX/VGXT graphics pipes shipped in 1990/1991. The new
geometry engine was a Tl SN74ACT8867 and the geometry
subsystem was arranged as 4 wide SIMD with a 2-deep pipeline.
The major feature upgrade was texture mapping.

The Reality Engine (RE,1992) [3] used an Intel860XP processor.

They were arranged as 12 wide MIMD. | wrote a lot of code for it.

Reality Engine geometry board

REAL
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The Infinite Reality (IR,1996) [4] used an internally developed geometry
engine called GE11. They were arranged as 4 wide MIMD. | remember
doing a lot of assembler...

Infinite Reality GE12 board




Infinite Reality Team at SIGGRAPH 1996 (I took the photo).
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Every SGI architectural generation had a new geometry engine from a different company. Backward
compatibility was too difficult. Programmability was not exposed inside the pipe.

In addition, making a more programmable pipeline really requires more than one unit to be
programmable, and a way for one to pass data to the other. Since the Geometry Engine was the only
programmable chip, SGI stayed with a mostly fixed-function pipeline.

SGIl was very performance driven. Features were added, but there was a desire for 10x perf uplift per
generation.

A build-up of code cruft therefore inundated the Geometry Engine. This had the effect of burying the
original core of the Jim Clark Geometry Engine. The tree of programmability was obscured by a forest.

However, there was work at Silicon Graphics on multi-passing the whole graphics pipeline to build up
advanced effects. See the paper “Interactive Multi-Pass Programmable Shading” [5]. The authors broke
down complex shader effects into multiple sequential passes through the standard graphics pipeline.




2, Partial programmability
- NVIDIA GPU Architecture




NVIDIA was started by Jensen Huang (LSl logic, AMD), Chris Malachowsky (Sun), and Curtis Priem (IBM,
Sun) in April 1993. Huang suggested the name Nvidia, from “invidia”, the latin word for “envy”.

Nvidia was one of 70 startup companies chasing the idea that graphics acceleration for video games was
the path to the future. Only two survived: Nvidia and ATI Technologies, which was acquired by AMD in
2006.

In 1996, Huang laid off more than half of Nvidia's employees—then around 100—and focused the
company's remaining resources on developing a graphics accelerator product optimized for processing
triangle primitives: the RIVA 128. By the time the RIVA 128 was released in August 1997, Nvidia was
down to about 40 employees and only had enough money left for about one month of payroll. The sense
of extreme desperation around Nvidia during this difficult era of its early history gave rise to "the
unofficial company motto": "Our company is thirty days from going out of business”.

wikipedia.org

Jensen’s battle plan was to keep tight schedules and win the OEM battles each fall and spring. Fastest
chip on schedule.




Unlike Silicon Graphics with multiple graphics boards, NVIDIA designed a single chip including 3D and
2D support.

Its graphics pipeline contained a setup unit, raster, pixel pipe, and raster processor. External memo

contained the framebuffer and texures. The whole shebang went on a PCI card that plugged into a PC.
CPU performed that job.

ry
The chip supported a standard fixed-function graphics pipeline. No geometry engine though. The host
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| joined September 1997 and was about the 65" employee at that time. | showed up on a Monday morning
and was told to go down the corridor and pick the first empty office | found (remember the layoff) and |
could scavenge whatever | needed from further down offices. | was excited to be there!

The RIVA 128 (NV3) shipped Q3 1997 and did well. It had somewhat suspect graphics quality but it was
the fastest.
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Lllglf%lllgw-on RIVA 128ZX (NV3.5) shipped in the spring of 1998 and faced good competition from the

Intel 1740

Guess who'’s
coming to 3D?

They laughed when Intel got into
the core-logic chipset business.
But whose PClset appears in
almost every modern motherboard
today? So, the same naysayers
who question Intel’s jump into the
video card industry with its i740
(a.k.a. Auburn) had better step
back and take a look at Intel’s
past accomplishments and tremble
appropriately.
Lets start off with i740’s logistics
and statistics. Designed from the
ground up as a full-featured AGP 2x
part with sideband addressing, i740
is a complete 64-bit video processor
aimed at the likes of ATI, nVidia,
and Matrox. This 2D/3D accelerator
is the product of three vendors’
engineering expertise. Chips and
Technology, recently acquired by
Intel and better known for helping i 2
light up notebook LCD panels, ' N and Intel’s 1740 is going to make other video card chip
helped out on the 2D side. Also ; v who don't support all those cool 3D features such as bilinear
integrated into 740 is a dedicated :

Boot Magazine Mar 1998




David Kirk, head of NVIDIA Architecture Group, Boot Magazine Apr 1998

The graphics wars are now in full swing...
3Dfx, 3Dlabs, ATI, Intel, nVidia, Rendition,
among others

they're faster-an
they outnumber the 0pPOS

all the compelitior,

Fire away!

Back to the point, does thi
technique skew the Riva's bencl
ly. if you're

PHOTOGKAPNY SY WARK WADED

Dave had a business
card that actually said
“Minister of Armaments”

Boot Magazine May 1998

3Dfx Voodoo?

An add-in board that builds on the original Voodoo's

plit y the Voodoo? i a
second texelfx2 chip to help execute trilinear filter-
ing, bump-mapping, and multitexturing, all in a
single processing pass without a performance hit.
The onboard 3D processor count thus rises to three
pieces of silicon—two texelfx2 chips and one
pixelfx2 chip. You can raise that processor count to
six if you buy a second card for dual Scan Line
Interleave (SLI) mode, which provides performance
levels that best even arcade hardware. Voodoo?
memory configs vary depending on the vendor, with
the pixelfx2 chip getting 4MB standard and each
texelfx2 chip getting either 2MB or 4MB EDO DRAM.

Creative Labs’ 12MB 3D Blaster Voodoo? (3300,

www.creativelabs.com) was invited to defend 3Dfx’s
almost undisputed reign. For the sake of the Triathlon,
20D duties were handled by Diamond's Viper V330.

30 meet APR 94

TI 3D Rage Pro

3Dlabs Permedia 2

Known for high-end CAD/CAM GL accelerators,
3Dlabs has been training the Permedia 2 for the
mainstream 2D/3D market. While it's aimed at
entry-level GL-rendering environments, the chipset
can also accelerate D3D gaming and 2D with equal
aplomb, thanks to its 64-bit architecture, onboard
setup engine, and support for 2, 4, 6, and 8MB
SDRAM/SGRAM memory configurations. The
Permedia 2 races over both the PCI bus and the
AGP 1x/Execute circuit, and has appeared on many
a videocard since its introduction in winter 1997.
This is the only competitor to have a fully functional
Win95 Installable Client Driver (ICD), so Quake-
heads can just choose their default OpenGL driver
and go crazy.

Diamond’s 8MB FireGL 1000 Pro AGP card
(8200, www.diamondmm.com) was invited to race
for the greater glory of 3Dlabs.

Based on ATI's long line of Rage chips, the 3D Rage
Pro packs all the latest D3D features you can ask for,
plus excellent TV-in/out. Offering memory configs of
2, 4, and 8MB of fast SGRAM, the 20/3D part was
the only AGP 2x chipset available for the better part
of a year, making it popular with system manufactur-
ers looking for the fastest AGP card. GL drivers—
early and unpolished—arrived just in time for the
Triathlon, so for the first time we’ll be judging 3D
Rage Pro performance and rendering quality under
the rigors of GLQuake, GLQuake Ii, and GLHexen Il.

Since ATI doesn't sell its chips to third-party
manufacturers, we invited the AGP All-In-Wonder Pro
(5400, www.atitech,com) and teamed it with the
latest Turbo drivers, which supposedly give you a
40% increase in Direct3D performance. Speed aside,
keep your eye on this versatile contender during the
last leg of the Triathlon.

Representing the pinnacle of 3D hardware technology
avallable on store shelves in early 1998, our six triathletes
come from R&D labs far and wide, boasting the fastest
frame rates and pretiest pixels available in three dimen-

have been in the sporting spotiight since late 1997, the
Voodoo?, i740, and V2200 have just arrived to make you
think twice about your subsystem silicon.

sions. While the Permedia 2, 3D Rage Pro, and Riva 128 T H E ;

'l

Intel i740

“I believe boot s
been a little harsh,
but clearly there are
noticeable dithering
artifacts with the
Riva 128. Every
graphics chip has
Some weaknesses.
The essence of
providing a good
produc making
trade-oi

“nVidia Riva 128

Rendition V2200

Packing all the visual goodness of per-pixel mip-
mapping, the 2D/3D i740 was trained from the
ground-up as an AGP 2x/Execute part. Since it uses
a split-memory architecture, all local memory (in 2,
4, and 8BMB SGRAM configurations) is used for front,
back, triple, and Z-buffering duties. Meanwhile, all
textures are stored and executed in system memory,
0 you'd better have a fast memory of at

Nothing beats 128 bits of processing power, and the
Riva 128 does it all in a compact PCI or AGP 1x/DMA
design that leaves other chipsets frozen in the
starting blocks. Supporting all your favorite 3D func-
tions except single-pass multitexturing, the Riva 128
boasts the only architecture in this contest that can
store and execute textures from system memory—

least 66MHz SDRAM for optimal resufts (and 100MHz,
care of the 440BX AGPset, couldn’t hurt). The i740
has been coached by engineers from Intel, Chips and
Technologies, and Real3D. Look no further than
Sega's Model 2 and Model 3 arcade units to see the
locked-in 60fps fruits of Real3D’s previous labor.

The i740 provides great visual quality and speed
in & single chip. Real3D’s Starfighter AGP 8MB
board (250, www.real3d.com) was invited to
display the best performance the chipset offers.

J1iE

AGP styl of bus. This makes even the
PCl part an intimidating opponent. On the flipside,
the chipset suffers from a 4MB local SGRAM ceiling,
and the celebrated frame rates will cost you render-
ing quality, as we shall see during the second leg of
our grueling Triathlon.

We would've loved to have invited Canopus's
Total3D 128V, but the board was still in training
during the qualifying rounds. Diamond’s Viper V330
AGP (3200, www.diamondmm.com) thus competes
to defend nVidia’s good name.

)¢

Available in either a PCI or AGP 1x/DMA mode board,
the V2200 builds on the programmable RISC-based
processor of its Vérité predecessor. Its architecture
handles many 3D algorithms internally, making field
upgrades via microcodes a simple process. The core
handles the majority of triangle set up, and can render
a 12-attribute Direct3D pixel in a single pass. Support
for both D3D and OpenGL guarantees few accelerated
games go unplayable. Memory configurations allow
from 4MB to 16MB of SGRAM, but expect 8MB to be
the max for most consumer boards.

Hercules’ Thriller 3D TH2218SG 8MB PCI
board ($250, www.hercules.com) will represent
the V2200 in competition. With full TV-output and
stereographic shutter-glasses output packed onto
a tiny board, the Thriller is the strongest PCI V2200
contender (no AGP parts were available during
qualifying rounds).

T




The TNT (TwiN-Texel) shipped fall 1998 and was a great chip. Great performance and great graphics
quality. The TNT2 followed for summer 1999.

The Silicon Graphics systems were seriously expensive.
It was really cool to be able to buy NVIDIA cards down at the local electronics store. It was even cooler
when | could buy cards | had helped design.

On the strength of TNTITNT2 NVIDIA went IPO on January 22, 1999 at $12/share Market cap was about
$800 million. ST 5,
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| did not work on the RIVA 128 or the TNT.

| started work in December 1997 on the NV10, or the GeForce 256. My job was to design the transform
and lighting (T&L) unit (a.k.a. Geometry Engine). Current graphics cards used the CPU for those
calculations, which was not fast enough. The goal was to exceed the Infinite Reality geometry rate, but
instead of a large board it would be one small block in a single chip.

| knew the code well from my Silicon Graphics days. The main problem was that there were a lot of
modes of operation, making the code complex to optimize. The traditional way of coding was to code a
general “slow” path and then have specially optimized code for common important modes.

The transform and lighting engines (NV1x,NV2x,NV3x) were done by:
Erik Lindholm: Design/Architecture/Simulation/Testing
Simon Moy: RTL Design/Verification

There was no way | could design a general purpose core with full programmability. There were only 2 of
us. No commercial cores were fast enough and small enough...

We really had to keep it simple. We had 6 months to get the design done.




My initial design focused on the most important operations:
Vector multiply, add

Vector dot product
Reciprocal for perspective divide

Reciprocal square root for vector normalization
Power function for specular lighting

The idea was to download optimized code for the current execution mode. There were tons of modes to
consider, especially with lighting.

Sometime around Christmas 1997, | had a conversation with our CTO, Curtis Priem. After explaining the
design, he informed me that downloading code was forbidden. He cared deeply about future compatibility,
(running a new chip with an old driver) and keeping old code running was not desired.

| left the meeting rather lost and dejected...




After thinking about it for a while, my thoughts went to those optimized code paths derived from a general
slow path.

Could | automatically extract every optimized path in hardware from a template slow path?

| came up with a plan:
1) Keep the code simple, only do vertex processing
2) Have a mode bit vector that contains all T&L options (about 60 bits)
3) Write a template representing the general slow path
- had to be a pipeline that worked for all extracted paths
4) Convert the mode bits into a bit-vector
- one bit per template instruction.
5) Walk the bit-vector at one SET bit per clock. Ignore CLEAR bits. (a predicate stepper)
6) Add auto-increment looping for things like lights and textures.

| asked Simon about whether he could walk the bit-vector at one SET bit per clock plus do some loops with
register auto-increment. This bit-vector was around 150 bits long, so | was apprehensive.

He said he could.

The GeForce 256 shipped October 1999. The performance of the T&L exceeded that of the Infinite Reality
(1996) geometry board at 1/1000 the cost. It occupied about 6% of the die. It took less than 4 years to get
there.

It was a worthy successor to the first SGI geometry engine.
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Introducing Hardware T8l

WHY YOUR NEXT GRAPHICS CARD SHOULDN'T BE WITHOUT IT

Call it a revolution, or call it
just another feature to be
listed on the side of a video-
card box—either way, geom-
etry acceleration has arrived,
and it promises to take 3D
graphics closer to Toy Story
quality. A number of new
graphics processors, led by
nVidia’s GeForce, are headed
to a videocard near you, and
they’re ushering in the next
notable advance in 3D tech-
nology: hardware transform-
and-lighting acceleration.

Transform and lighting com-
prise the geometry portion of the
3D pipeline, the assembly line of
number crunching that brings a
developer’s imagination to your
screen. In the geometry stage,
the coordinates of each object in
ascene are calculated according
to the viewer's ever changing
perspective. This information is
handed off to the rendering
stage, which actually displays the
scene on the screen. The goal of
agood transform-and-lighting
engine is to constantly feed the
rendering stage, enabling it to
connect the dots that make up a
scene and update the screen
every 1/60th of a second with a
new frame.

Since the introduction of
Rendition’s Verite and 3dfx’s

Voodoo, the rendering stage has
been the domain of the 3D
accelerator, and floating-point
intensive geometry tasks have
fallen upon the CPU. However,
even with AMD’s 3DNow! and
Intel’s SSE extensions helping to
speed up geometry calculations,
the general-purpose CPU simply
isn't good at pushing triangles.
Hardware transform-and-light-
ing acceleration relieves the CPU
of transform-and-lighting duties,
allowing graphics processors to
push more polygons, resulting in
smoother rendered surfaces and
more realistic scenes.

The current crop of graphics
cards suck up an estimated 40%
of the CPU’s resources in order to
crunch and manage transform-
and-lighting operations. With
transform and lighting offloaded
1o the graphics card, that 40%
can be used to support better
artificial intelligence, physics,
and gameplay. Game developers
who fully support hardware
transform and lighting can take
advantage of this increased effi-
ciency and build objects several
orders more complex. Rather
than “tricking” users into seeing
details by mapping textures onto
objects built of a dozen poly-
gons, developers can build
objects of hundreds or thou-

The fire engine on top uses a few dozen polygons and is about what you
would expect from today’s technology, although more detail would be added
by mapping textures onto it. The fire engine below uses hundreds of poly-

gons for an ultra-realistic result that will scale as you get closer to it.

DIA
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sands of polygons, resulting in a
level of detail currently unheard
of in realtime graphics. And
because objects will use more
polygons, they'll scale better, so
“approaching” an object will no
longer render it a blurry, pixe-
lated mess.

While nVidia’s GeForce 256
graphics chipset is currently
enjoying the bulk of the hard-
ware transform-and-lighting
acceleration hype, it's not the
first product to employ the
concept; 3DLabs and other high-
end chipset makers have used

Games Supporting
Hardware Tal >>>

While several games have
announced support for hard-
ware transform and lighting,
it doesn't mean that they're
letting the videocard handle
the entire 3D engine.

Here’s a partial list of
upcoming games that
support hardware T&L in
one form or another.

Game Developer
Quake it id Software

Tribes 2 Dynamix
Drakan 2 Surreal
Messiah Shiny
Giants Planet Moon
Halo Bungie
Oni Bungie
Black & White Lionhead
Shadowman  Acclaim
Test Drive 6 Pitbull
Mig Alley Interplay
Stonekeep 2 Interplay
Midnight GT  Rage

On the left is a normal wire frame view of Activision’s Shadowman. Notice the amount of polygons used to render the
scene. On the right is a T&L-ready frame defined by much more elaborate modeling.

geometry processors before,
nVidia will be first to market the
technology to consumers, but
Diamond Multimedia will follow
closely behind with the release
of its similarly equipped Viper II,
the first love child of its merger
with chipset maker S3. ATI,
Matrox, and 3dfx have all men-
tioned geometry acceleration as
a given in their next-generation
offerings. See page 128 for
reviews of three GeForce
graphics cards.

Questions Remain

In light of the proposed perfor-
mance gains, the decision to buy
anew card seems like a no-
brainer—but nagging questions
remain about hardware trans-
form-and-lighting acceleration.
Some game developers fear that
that the new technology will
eliminate the unique “look and
feel” of different games by shift-
ing control of the transform-and-
lighting engine from the

developers to the graphics card.
But James Monroe, lead pro-
grammer of the Raven Software
game Star Trek: Voyager-Elite
Force, says that’s not an issue.

“Taking advantage of the
hardware just requires some
pipeline changes. The content of
the game is not restricted at all.
The game just has to be more
clever about organizing the
content to pass it off to the card
in the most efficient manner,”
Monroe told Maximum PC.

But what if developers don't
like the results from a hardware
transform-and-lighting solution,
so they decide to write their own?

“It is not a problem. At the
point the game wants to render
the scene, it will have a list of tri-
angles, which can be passed off
to the card in a batch. But if the
card doesn't support that, or
doing so isn't faster, then we can
use our own loop to run through
the list. If for some reason the
results using hardware T&L are

flawed, then there’s most likely
something wrong with the driver
or card,” Monroe says.

Like any new technology, it's
ultimately the support from
developers like Monroe, and the
confidence of consumers, that
will make or break transform-
and-lighting acceleration. The
latter may be the most difficult
hurdle. Since very few titles
currently on store shelves will
support transform-and-lighting
acceleration, gamers will gain
little from using the technology
with their current library. Thus,
graphics-card companies are
hedging their bets, and focusing
more on such features as texture
compression, anti-aliasing, and
pixel-pushing speed. They may
have the right idea. Urging con-
sumers to invest in transform-
and-lighting hardware before
applications that use it hit the
market hardly makes for a
successful marketing campaign.

—Gordon Ung

Maximum PC, Dec 1999

The GeForce 256 kicked butt! 3Dfx folded at the end of 2000,
leaving just two graphics vendors: NVIDIA and ATI. The relentless
pace left a trail of dead companies in its wake.
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GeForce 256
23 Million Transistors
PC Industry’s First GPU
August 1999




The first GPU - GeForce 256

NVIDIA defined a GPU as a "single-chip processor with integrated transform, lighting, triangle setup/
clipping, and rendering engines that is capable of processing a minimum of 10 million polygons per

second.”

The initial GPU was very much fixed-function. Lean and mean. No programmability yet.

NVIDIA is very proud of the GPU.

The World Leader In
Accelerated Computing

NVIDIA’s invention of the GPU in 1999 sparked the growth of the

PC gaming market, redefined modern computer graphics and
revolutionized parallel computing. More recently, GPU dee__,p' '
learning ignited modern Al — the next era of computing — with
the GPU acting as the brain of computers; robots and self-driving

cars that can perceive and understand the world.

So what does GeForce stand for?

Brian Burke, senior PR. manager, tells us that, “GeForce originally
stood for ‘Geometry Force’ since it was the first GPU for PCs to cal-
culate the transform-and-lighting geometry, offloading that func-
tion from the CPU."

MaximumPC, April 2002




The Geforce 256 T&L was as far away as one can imagine from a

programmable unit. The whole graphics pipeline was very fixed-
function.

T&L had no software anyone could code.
Nothing to download and execute.

Adding functionality or tweaking anything would require a re-spin.

But it was small and very fast.

It was exactly what | would need...




The first programmable GPU

My job was to make the transform engine user programmable for the NV20 (GeForce 3).

There were three main reasons driving this:

- Game developers liked having a special “look” to their games, and they felt that if everyone used the
same fixed-function support, then their games would not stand out.

- There were changes proposed for the pixel pipe that would add some advanced effects.
This would require flexible vertex support.

- It was a pain for me to add specialized tweaks to the unit.
There were more code combinations to test with more mode bits.
Hardware got more complex.

| started with what | had, the NV10 fixed-function T&L unit. Fortunately, it had a hw code template that
was as simple as it could be. It became the starting point for vertex shaders.

| fleshed out all the hardware sharp corners and made it into a much more flexible, simple to program
unit. This time | was allowed to download code.

Vertex shaders were born.




The vertex shader design was presented at SIGGRAPH 2001 [6] and was incorporated into Microsoft’s DX 8.
It took a surprising amount of work to get just right. Good design should be aesthetic.

The design was carried over into the NV25 and NV2A (XBOX) chips with some modifications.
Here is a simple vertex shader 1.0 program in assembler.

MOV R3, vI[3] ;

MOV R5, vI[2] ;

ADDR8, v[1l], -R3 ;
ADDR6, v[0], -R5 ;
MADR8, v[15].x, R8, R3 ;
MAD R6, v[15].x, Ro6, R5 ;
# transform normal to eye space

oP3o o ne ella) The GeForce 3 did support rudimentary pixel shaders.

DP3R9.z, RS, c[l4] ; The most popular effect was water reflection.

# transform position and output

DP4 o [HPOS] .x, R6, c[4] ; DP4o[HPOS].y, R6, c[5] ;

DP4 o [HPOS] .z, R6, c[6] ; DP4o[HPOS].w, R6, cl[7] ; . . . .
# normalize normal True pixel shaders arrived with the next generation.
DP3RO9.w, R9, R9 ;

RSQRS.w, RO9.w ;

MULRY9, R9.w, R9 ;

# apply lighting and output color

DP3RO.x, R9, c[20] ;

DP3RO.y, R9, c[22] ;

MOV RO.zw, c[21] ;

LITR1, RO ;

DP3o[COLO], c[21], R1 ;




Feb 22, 2001
John Carmack (legendary video game designer) commented:

Vertex programs are probably the most radical new feature, and, unlike most "radical new features",
actually turn out to be pretty damn good. The instruction language is clear and obvious, with wonderful
features like free arbitrary swizzle and negate on each operand, and the obvious things you want for
graphics like dot product instructions.

The vertex program instructions are what SSE* should have been.

Here, | think Microsoft and DX8 are providing a very good benefit by forcing a single vertex program
Interface down all the hardware vendor's throats.

SSE* is Intel's Streaming SIMD Extensions introduced 1999
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GeForce3 Has Arrived...
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...and 3D graphics are about to get interesting all over again. grFoRrce 3 i

ue in no small measure to the fact
D that GeForce3 (NV20) shares the

same core architecture with
Microsoft's upcoming Xbox game console,
excitement has been running at an all-time
high in anticipation of its release — gamers
everywhere want to know what it can do, how
itdoes it, and when they’ll be able to get one
for their PC. Until now, getting any detailed
information out of NVIDIA has been all but
impossible, but they've finally let loose the
flood gates, and we're here to tell you what
all the excitement is about

For years now, 3D graphics have been
inching their way ever closer to Pixar-level
quality (e.g., A Bug's Life, Toy Story) — and
that's terrific, but the “inching” hasn't always
been in the right direction. Video cards have
added a new feature here, another there, and
in the end, we've often been left with a lot of
expensive hardware that goes unused because
the “hot” new feature being offered is either
too proprietary for mass-developer acceptance
or too slow to use in a practical manner

GeForce3 looks like it may have the power
to change all of that. Every single feature
incorporated in DirectX 8 is supported in the
GeForce3 hardware. As a matter of fact, many
of DX8's most advanced features were licensed
directly from NVIDIA. Having seen some of what
this card can do first-hand, we're here to tell you
that these aren't merely “checks” on a box (e.g,,
Programmability? Check. Setup for Dot Product
Bump Mapping? Check.). This card is the first
we've seen in a long time that not only appears to
do what it says it can, but does those things amaz-
ingly fast. For example, if things go accarding to
plan, expect to be playing Quake /// at 1024x768, in
32-bit color with antialiasing turned on, at close to
70 frames per second with GeForce3 — and that's
with no in-game optimizations.

At the heart of a lot of this new power is a tech-
nalogy NVIDIA calls its “nfiniteFX Engine,” and it's
the world’s first consumer-fevel programmable GPU
{graphics processing unit). What does “program-
mable” mean, exactly? Well, just as your Intel or
AMD CPU can be used in an infinite number of
ways depending on how software developers
choose to design their software, nfiniteFX can be

programmed in myriad different ways when it
comes to graphics. This is in stark contrast to
“older” GeForce T&L engines, which required a
very specific type of programming in order to
achieve optimal results. With this level of freedom
and programmability, the stage is set for a whole
new 3D landscape to unfold right before our eyes.

nfiniteFX is a complicated piece of technology
that's easy to list as a feature, but much harder to
understand fully. Made up of two core processors
one that handles vertices and one that handles pix-
els — nfiniteFX’s programmability puts the GeForce3
in a league all its own. Here’s what it does:

nfiniteFX PROGRAMMABLE

VERTEX SHADER

Avanex is the point where two lines meet —

the corner of a triangle (a polygon), for exam-

ple. GeForce3's vertex shader allows game devel-

opers to create all sorts of amazing effects based

on the manipulation of those vertices — without
sacrificing real-time

Not every pixel effect needs to look lifelil i frame-rates. Here are
spaceship was made to look cartoon-like through just a few examples
the use of GeForce3's PixelForge architecture. The of what can be
developers could have made it look like ithad a  [ESRRMES

skin made of salmon steaks if they wanted to —
complete with a realistically bumped texture. This

Complex Character

happened to be their vision. What's yours? Animation: Have you
GeForce3 should be able to achieve it. ever been playing a
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game and seen a

www.DsilyRadar.com

From a company called Zetha Gamez, Dronez will
make extensive use of GeForce3's programmable
T&L engine. Bump mapping and tons of realistic
lights and reflections will all be par for the course.
We saw this one running, and it looked great.

character whose polygonal arm or leg would crack
and deform whenever he bended it? Now, those
types of problems can be easily solved in hardware
(thus freeing the processor from overtime duty
when it's busy with billions of other instructions),
allowing for more seamless movement transitions.
Remember the T-Rex in Jurassic Park, how the skin
and muscles realistically stretched and moved over
its skeleton as if it were a real living animal? In the
right hands, GeForce3's vertex processor will allow
for that same type of effect — and more.
Environmental Effects: Elevation fog or smoke, light
refraction and distortion, heat waves — these are
just a few examples of the sorts of effects you
should expect to see running in hardware on the
games of tomorrow when using a GeForce3. You've
seen the fog in Quake /117 It looks good, but accord
ing to NVIDIA, it's basically just a software hack —
expect similar effects to look and run better. You've
seen heat waves coming off the road in Gran
Turismo 3 on the PS2, but have you seen them on
the PC? You probably will now.
Procedural Deformation: Here's the best example
we could think of: In a game, take a machine gun
and shoot at a metal door. The bullets won't pene-
trate the metal, but they will leave real-time dents
that have real depth. That not goad enough for
Continued on page 102
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We've seen it. We've benched it. And now we give
you the scoop on nVidia’s next-generation chip, a

graphics processor that completely reinvents visuals

in 3D games.

ou've owned them all—the original Voodoo Graphics,

the mighty Voadoo2, and the TNT. The Savage 3D,

TNT2, and Rage 128. The G400 Max, GeForce, and

Radeon. You're a certified 3D-gaming whore, and you
think you've seen everything that a 3D accelerator can do. But
what you've seen is just the beginning. Prepare yourself for the
GeForce3, a true revolution in 3D graphics.

Hardware vendors have released dozens of 3D accelerators
over the past five years. Each successive generation has run
faster and has included more features, but the core techology
hasn't changed since the Voodoo chipset began charming
gamers back in the mid-1990s

The 3D accelerators with which we're all familiar are very spe-
cialized chunks of silicon. They're capable of delivering ridiculously
high frame rates, but that speed comes at the expense of flexibil-
ity. More precisely, current favorites such as the Voodoo$ and
GeForce2 can only draw a 3D scene if the scene is described to
them in a particular way. So, in order for game developers to take
advantage of these accelerators, their games must be able to
output data that describes 3D environments in a way that the
accelerator can digest. To do this, developers use programming
interfaces—that is, APIs such as Direct3D or OpenGL—that both
the accelerator and game understand.

But the rules have changed with the advent of DirectX 8. For
the first time since 1995, a new type of 3D accelerator has
emerged. The first fully programmable video chipset has arrived:
nVidia's GeForce3. What does “fully programmable” mean? It
means that instead of writing games to conform to a specific,
tigidly defined 3D pipeline, software developers can now bend
the 3D accelerator to their will and define their own 3D pipelines.
This involves writing extra code that tells the GeForce3 how to

by Will Smith

handle the idiosyncrasies of the customized pipeline. Sound
familiar? Indeed. Much like a ful-fledged CPU, the GeForce3 can
process a wide range of code. This chipset from nVidia is the first
of the new programmable accelerators, but others will surely
follow. We know that ATI is brewing up
a programmable DirectX 8 chip, but
company reps wouldn't provide
any details at press time.

This all sounds a little
too familiar, eh? You
heard and believed the
hype about hardware trans-
form and lighting but got
burned when developers con-
tinued to base their system
requirements on 3-year-old
cards. Who's to say if we'll ever
see any games that push DirectX 8
hardware? Well, for starters, Microsoft is using a slightly modi-
fied version of the GeForce3 for its console system, the Xbox
This means that the difference between a DirectX 8 PC game
and an Xbox game could be as little as an extra week's worth
of development effort. Expect to see lots of Xbox games that
take full advantage of the GeForce3 found in PCs

The GeForce3's core technology is rip-roarin’ and ready to go.
And unless ugly rumors about yield problems materialize, you
should be able to run right out and buy a GeForce3-based card
today. On the following five pages, we'l tel you how the chipset
works its magic, show you what visual effects to expect from
games, and give you the lowdown on performance, including
the first ever GeForce3 benchmarks
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OCompletely reinvents visuals in 3D gamesé

At the heart of a lot of this new power is a
technology NVIDIA calls its "nfiniteFX
Engine,"” and it's the world’s first
consumer-level programmable GPU
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The traditional graphics pipe now had two programmable blocks.

Vertex Shader —

Pixel Shader —

v

Host
Interface

=

v

.

Graphics
Pipeline




It is instructive to look at the number of vertex and pixel units from the RIVA 128 forwards.

name code release vix units pix units

RIVA 128 NV3 Aug 1997
TNT NV4 Mar 1998
GeForce 256 NV10 Oct 1999
GeForce 3 NV20 Feb 2001
GeForce 4 NV25,NV2A Feb 2002
GeForce 5 NV30,NV35 Jan 2003
GeForce 6 NV40 Apr 2004
GeForce 7 NV47 Jun 2005

IO |WIN|=]=-2]|O]|O

The hardware unit count of each was rapidly increasing.

The vertex and pixel shaders were similar in structure and instructions (on purpose). However, there
were separate architecture/hardware teams developing them in parallel.

Problem is that the balance between vertices and pixels was fixed per architecture. No load balancing

was possible. Large triangles were pixel bound, and small triangles were vertex bound. This was
inefficient.

We also had no idea what would happen to shader complexity.




As | was the only architect on the vertex unit, and as | was mostly left alone to do my job the way |
wanted, the unit could evolve reasonably efficiently. | was enviously eyeing the massive floating-point
horsepower of the pixel pipe though.

| drove the fixed-function and programmable aspects as quickly as | had time to meet tight chip
schedules.

Pixel shaders were however layered on top of the fixed-function traditional pixel pipe.

This was based on a TEX-BLEND design:
1) calculate TEX address
2) issue TEX data load
3) long latency pipe
4) BLEND math

Not the most efficient way to run the new pixel shaders. It needed a rebuild!




GPGPU

General purpose computing on GPUs is the use of a GPU to perform non-graphics processing.
The GPU is a massively parallel processor, but it was not designed for non-graphics tasks.

Around 2002, with the introduction of vertex and pixel shaders, there grew interest in using GPUs as
general-purpose parallel processors.

This was done by casting problems into a graphical framework, which was cumbersone.

The high-level shading language Cg (2001) [7] was developed by NVIDIA in collaboration with Microsoft.
It allowed developers to code in high-level language instead of the assembly language of the underlaying
shaders.

The Brook programming language (2003) [8] was an early attempt to abstract away the graphics pipeline
to harness the massively parallel performance of GPUs.

These efforts dealt with the reality of currently shipping products.




The writing was on the wall.

We saw it coming.

It was time to design a unified shader architecture.




| started work on the NV50 in summer 2002. | was the first and only architect working on it at that time.
It was developed in parallel with the NV40.

| couldn’t wait to design the fastest Geometry Engine ever... J
| helped out NV40 in the fall, and returned to NV50 at the end of 2002.

The NV50 team started to accumulate early 2003. This would become a large effort, requiring a real team.

A key newhire joined: John Nickolls, compute architect.

My responsibility was the unified shader core, what became known as the SM.




A unified shader architecture allows the same execution units to work on multiple types of shaders.
The first big problem was how to pack the work.

Pixels like to be operated on in 2x2 quads (for TEX derivative reasons), while vertices are loners.
An easy choice was to pack 4 vertices to match the pixels.

| wanted to process more than 4 units of work at a time, so the question was how wide? After a chat with
Simon Moy, he said that at least 12-wide would be efficient. | quickly rounded that up to 16.

So the initial packing was 16 (16 vertices or 4 pixel quads).
This later evolved into the “warp”.




The second big problem was how to schedule the work.

| liked the idea of vertices (being math heavy) hiding texture latency for pixels so | decided to mix them
fine-grained. Every unit could work on both vertices and pixels at the same time.

An alternative was to build multiple units, but dedicate some fraction of them (in space or time) to one
shader type.

The most important thing of all (of course) was to run pixel shaders very efficiently.
After all, it was a GPU.




There were discussions with SONY about the PlayStation3 in the spring of 2003.
This picture shows much of the early NV50 team.




The NV50 (also called G80) [9] was an amazing amount of work. | spent years working on the SM
(Streaming Multiprocessor), mostly on the instruction set, datapaths, and scheduling the beast.

What | enjoyed most was throwing out the old pixel pipeline and combiners. They had ancient origins.
The T&L engine was the path forward J

The NV50 was very different from what had been built before.
It laid the foundations of the current Al boom.

| feel it to be the most important chip of the 21 century.

It was the first massively multi-threaded supercomputer on a chip.
12288 threads (16 SMs).




| coined the term SIMT to describe the execution model.
| want to acknowledge Brett Coon for doing most of the SIMT divergence design.

John Nickolls named the units (SM, SP, TPC) and the Warp.

| was too busy to worry about naming.
Although, | did name the GPC for the next one (Fermi).




NV50 Architecture

Host CPU
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System memory

Host interface
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Figure 1. Tesla unified graphics and computing GPU architecture. TPC: texture/processor cluster; SM: streaming
multiprocessor; SP: streaming processor; Tex: texture, ROP: raster operation processor.




In 2006, AMD acquired ATI.
NVIDIA was the last one standing. The graphics wars were over.
Intel attempts a new graphics effort every 10 years...

| continued my work on the SM/GPC for the following architecture
(Fermi).

This was the architecture (2x GeForce 580) that was used by Dr.
Hinton’s team to win the 2012 ImageNet competition [10].

The catalyst for the modern deep learning boom.




We now had geometry shaders as well. This was followed by tesselation
shaders some years later.

Note how the pipeline contains fixed-function hardware surrounding
programmable shader stages. It was felt that shaders would not be as
performant as fixed-function stages.

The addition of Mesh Shaders continued this trend.

Unfortunately, this limitation severely limits what the pipeline can do.

In 2011 there was a publication, “High-Performance Software Rasterization
on GPUs” [11], that used CUDA instead of the graphics pipeline for
graphics. There clearly was an unmet need out there.

| did not like having to multi-pass the graphics pipeline. | also disliked
throwing it all out and just going to CUDA. | wanted something different...

Input Assembler
fixed-function

Tesselator
fixed-function

Rasterizer
fixed-function

Frame Buffer Merge
fixed-function




The GPU group had gotten too large and the pieces of work too small.
| was unhappy with the slow rate of change.
Peacetime was boring.

| left the GPU architecture group in the fall of 2013 and joined NVIDIA research.
My first project was assisting the ray tracing effort.

| spent a lot of time thinking about work creation and queueing systems for more
flexible processing of data.




3. Full programmability
- NVIDIA Research
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What | wanted was a much more flexible pipeline, that would treat fixed-function
hardware the same as shaders. Any part of a pipeline could be done by traditional
stages, or by programmable shaders. A pipeline should also be arbitrarily re-
arranged as desired. No fixed stages and no fixed order of stages.

This would allow a next-generation GPU to be modeled on a current-generation
one. Replace the part of the pipeline you want to enhance with a shader, and leave

the rest of the pipeline alone. This should greatly simplify the development and
testing of new features.

If a shader stage was better than fixed-function, then discard the fixed-function
hardware. If the shader was important but had performance issues, then cast it
into hardware. Survival of the fittest.

| disliked the graphics vs. compute narrative.
| wanted something new, subsuming both.

Y
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| wanted efficient local work creation and consumption.

Support for global work creation and consumption was also important.

Support launch of threads, warps, and CTAs from the same queue.

| wanted to propose hardware enhancements for the future.




Introducing the Queue Manager (QM). A new fixed-function unit.
It owns queues, controls queue scheduling and queue commands.
Execution resources (SM,TEX,Setup/Raster,ROP, ...) deal with queue data.

Instruction fetch is expensive and not to be wasted on spinning.
The QM owning a queue is the only unit allowed to access the queue commands and meta-state.

The QM controls the command POP process. If an execution unit wishes to open a PUSH to a queue, it
informs the QM of such desire, and then the (for example) warp goes to sleep (if desired) until the
request is granted.

Memory

Setup/Raster




Pipeline Example Example:

SM runs vtx/geom and pixel shaders.
fixed-function units are QM, TEX, Setup/Raster, ROP

A 4

SM
Vix/Geom hw
Queue

64 warps

Setup/Raster . .
Setup/Raster i hw | could just as easily have the SM assume the

Queue 1 Setup/Raster duties (for example).
warp

PixelQuad
Queue

*TRAM stores triangle interpolation equations




What should the interface between stages be?

Look at a pipeline as streaming data stages

Use circular queues for inter-stage storage

Circular
Queue A

l

Processi tage

l

Circular
Queue B

—data base»

queue
memory
(circular)

pop
pending
zone

push
pending
zone




The standard hardware pipeline sends many different commands with
unique data size between units.

It’s very hard to parse a queue when the data spacing varies.

A simplification would be to make all commands have the same data size,
but that seems impractical. Also, using separate queues per command
type would require frequent synchronization.




Queues are paired: one for commands and one for data

They are joined at the hip. Queue

Command Queue Data Queue

Each command contains a size field allowing its data to be properly indexed.
A prefix-sum unit is used. Data A

Commands are restricted to be of size 2*N bytes. Typically N=1. i

Parsing the command queue is how easy.
Only the QM is allowed command queue access.

Data queue access will be done by whatever unit is processing the command.

Ideally the command queues are in shared memory, and the data queues are
in L2/L3. A command queue of 2KB can store 1024 commands.




Queues are scalar

Execution units have different execution widths.
e.g. Pixel quads like a width of 4 pixels

A state update may be of width 1

An SM would like width 32

A shader stage emulating fixed function hardware may not want the same width as the hw unit.

Solution is to make all queues scalar.

Width conversion will be done automatically by the QM.

Parallel PUSH will be serialized.
Parallel POP will be assembled.




So what is the QM?

1. It is a small fixed-function unit.

2. There will be a QM everywhere queue access is needed.

3. Each queue is owned by one and only one QM

4. Command queue push/pop access is done strictly by the QM.

5. Data pointers are passed onto the executing unit by the QM for data queue push/pop.

6. An hierarchy of QM units should exist for different levels of control
(e.g- SM, GPC, GPU, ...)

7. This hierarchy should have advantageous communication because of global queues.




QM Architecture

L1

DataQ]0]

DataQ[1]

DataQ[2]

DataQ[3]

DataQl[4]

DataQ[5]

DataQ[6]

DataQ[7]

«—data

Scrub

«—cmd

QM

A

K

A 4

Queue Scheduler

qpush[WARPS] prefix

qpop[WARPS] | sum-32

popcount

A
A 4

state: queue[QUEUES]
(head, tail, ...)

¢

LO (1KB)

CmdQHead[QUEUES]

A

A 4

Queue Chomper

Y

Queue

Subtile

Compute

Geom

SM

warp[SM_WARPS]

launch/finish———




The queue chomper inspects the top 64B of a command queue and attempts to pack them into a desired

execution width. Command size may be 2B, 4B, 8B, 16B, etc..., but only the first 2B are looked at for
chomping.

The top command is extracted and its size noted. If the command may not be packed, the packing is

complete. Otherwise, further commands at the size offset are compared with. As long as they match, the
packing may continue up to the target unit width.

Command Queueg[qid]

Width Assembly




A command may have a payload, containing pre-launch state.

For example, the 64B command has 62 bytes of payload which could be used for CTA state including
thread array dimensions, shared memory size, etc... This may also be given to the executing unit.

< 2 Bytes >
2B [ Command | Dalasze |

However, the QM only chomps on 64B at a time.
4B

payload:16

8B

payload:16
payload:16
payload:16

payload:16
payload:16
payload:16
payload:16
payload:16
payload:16
payload:16

[ Command | DataSize |
Payload[15]:16

[ Command [ DataSize |
Payload[31]:16




Command Format:

»
>

i
Y

B Block/Barrier Lock Bit
SIZE Command Size (2B, 4B, 8B, 16B, 32B, 64B)
TYPE Command Type
0: Packable
1: Not packable
CMD Command (may go into a LUT)
DCOUNT Data Count (may go into a LUT)

Chomping is only done for identical commands that are packable.




Sequence of events:

. QM selects a queue for execution. It knows queue meta-state and how busy units are.
QM opens a POP.

. Command queue is chomped.

. Data queue pointers are calculated.

. Command with data pointers are sent for execution.

. Command queue POP pointers are updated.

. When execution unit has read the input queue data it informs QM to close POP.
. Execution unit tells QM to open a PUSH to output queue

. Data is stored in output queue by execution unit.

. PUSH is closed by informing the QM.

10. Execution terminates.




Push/Pop Tables

When a POP is opened, the associated state is stored in a pop table.
When a POP is closed, the pop table entry is marked.

The execution unit no longer cares about the POP.

Out-of-order is no problem.

When a PUSH is opened, the associated state is stored in a push table.
When a PUSH is closed, the push table entry is marked.

The execution unit no longer cares about the PUSH.

Out-of-order is no problem.

The QM is responsible for stitching the queue pointers back together in order, dealing with out-of-order
closes.

This allows the execution to move onto further work without worrying about out-of-order closes.
Again, spinning is bad.




Some Simulator Output

BICUBIC_MIPMAP_LINEAR Tesselation

Conference (1 User Clip)




| wrote a C simulator for the QM to experiment with.
| also wrote a CUDA simulator.

It worked as follows:
1. Persistent threads

2. Warp[0] was reserved for emulating the QM (queen warp)
3. Warps[1..N] did actual execution work (drone warps)

A dispatch table was set up in shared memory.
One entry per drone warp.

The queen dispatched work to idle drone warps by writing to the dispatch table.
Drone warps read the entry and performed the work.
Requests back to the QM used the same entry.

As | was working with CUDA, | was unable to feed the standard graphics fixed-function units.




Desired SM Enhancements
One serious problem is how to prevent deadlock with the SM. It does not context switch gracefully.

One idea is to add a new type of warp: the UberWarp.

1 The SM would support a small number of UberWarps. Each UberWarp has exclusive reserved assets
such as registers. The register count would be small (8 registers?) allowing efficient context switch.

1 The QM would reserve one UberWarp for itself (it can offload itself)

1 Needs a scheduling priority

Another issue is dealing with dynamic PUSH commands to various output queues. What happens if an
output queue is full, and the SM is needed to drain it?

One possibility is to do speculative POPs giving the execution unit time to see if all output resources are
free. If it dislikes what it sees, the POP is unwound. There are live lock issues here.

Another option is to reserve one warp for each queue being serviced.




Conclusion

The modern graphics pipeline has followed an evolutionary path for 45 years.
The API side has followed the hardware.

A mixture of programmable and fixed-function units has come to co-existed.
Companies are always constrained by time and resources in advancing technology.

General programmability requires co-ordinated change throughout the pipe.
Multiple units and their communications must be changed at the same time.

Best solution is to first fix the plumbing, and to minimally change the old fixed-function units.
However, this is still a major change.

Without external pressure it is unlikely to happen.
In this case, graphics will eventually move to CUDA.
CUDA, however also needs efficient queue control...
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